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Chapter 10
Statistical Process Control (SPC), Six Sigma & Acceptance Sampling


SPC
Concerned with checking a product or service during its creation.

[bookmark: bookmark0]Control charts
The significant value of SPC, however, is not just to make checks of a single sample but to monitor i the results of many samples over a period of time. 

Does this by using control charts, to see whether the process looks as though it is performing as it should, or alternatively whether it is going out of control. If the process does seem to be going out of control, steps can be taken before there is a problem.

Most operations chart their quality performance in some way

The control chart is plotting an attribute measure of quality (satisfied or not).

Alternatively, the chart could just as easily represent the average impact resistance of samples.

If the impact resistance is moving above the 'necessary' level, it could indicate that too much material is being used in the process.

If the reasons for the upward trend are unknown, the management of the operation should want to investigate the causes.

Looking for trends is an important use of control charts. If the trend suggests the process is getting steadily worse, it will be worth investigating the process. 

If the trend is steadily improving, it may still be worthy of investigation to try to identify what is happening that is making the process better.

[bookmark: bookmark1]Variation in process quality 

Common causes
All processes vary to some extent. 

All materials vary a little

Even the environment in which the processing takes place will vary. Given this, it is not surprising that the measure of quality (whether attribute or variable) will also vary. 

Variations which derive from these common causes can never be entirely eliminated

Usually this type of variation can be described by a normal distribution with 99.7 per cent of the variation lying within ± 3 standard deviations. 



The obvious question for any operations manager would be: 'Is this variation in the process performance acceptable?' 

The answer will depend on the acceptable range of weights which can be tolerated by the operation. 

This range is called the specification range. If the weight of rice in the box is too small then the organisation might infringe labelling regulations; if it is too large, the organisation is 'giving away' too much of its product for free.

See Figure 17.7 on page 518

















[bookmark: bookmark3]Process capability
Process capability is a measure of the acceptability of the variation of the process. The simplest measure of capability (Cp) is given by the ratio of the specification range to the 'natural' variation of the process (i.e. ± 3 standard deviations):

Cp= UTL x LTL
	6s

Where:

· UTL = the upper tolerance limit 
· LTL = the lower tolerance limit 
· s = the standard deviation of the process variability.

Generally, if the Cp of a process is greater than 1, it is taken to indicate that the process is 'capable', and a Cp of less than 1 indicates that the process is not 'capable', assuming that the distribution is normal 

The simple Cp measure assumes that the average of the process variation is at the mid-point of the specification range. Often the process average is offset from the specification range, however

In such cases, one-sided capability indices are required to understand the capability of the process:


See figure 17.8 on page 519








Assignable causes of variation
Not all variation in processes is the result of common causes. 

There may be something wrong with the process which is assignable to a particular and preventable cause. Machinery may have worn or been set up badly. 

An untrained member of staff may not be following the prescribed procedure for the process. 
The causes of such variation are called assignable causes. 

The question for operations management is whether the results from any particular sample, when plotted on the control chart, simply represent the variation due to common causes or due to some specific and correctable, assignable cause.

Question is whether this is natural variation or the symptom of some more serious cause. Is the variation the result of common causes or does it indicate assignable causes in the process?

See figure 17.9 on page 520















To help make this decision, control limits can be added to the control chart (the dotted lines) which indicates the expected extent of 'common-cause' variation. 

If any points lie outside these control limits (the shaded zone) then the process can be deemed out of control in the sense that variation is likely to be due to assignable causes. 

These control limits could be set intuitively by examining past variation during a period when the process was thought to be free of any variation which could be due to assignable causes.

Control limits can be set in a more statistically revealing manner, however, based on the probability that the mean of a particular sample will differ by more than a set amount from the mean of the population from which it is taken. 

Eg if the process which tests door panels had been measured to determine the normal distribution which represents its common-cause variation, then control limits can be based on this distribution.

From this evidence alone, however, we cannot be absolutely certain that the process is out of control. 

There is a small but finite chance that the (seemingly out of limits) point is just one of the rare but natural results at the tail of the distribution which describes perfectly normal behaviour. 

Stopping the process under these circumstances would represent a type I error because the process is actually in control. 

Alternatively, ignoring a result which in reality is due to an assignable cause is a type II error
Control limits are usually set at three standard deviations either side of the population mean. 

Means that there is only a 0.3 per cent chance of any sample mean falling outside these limits by chance causes (that is, a chance of a type I error of 0.3 per cent). 

The control limits may be set at any distance from the population mean, but the closer the limits are to the population mean, the higher the likelihood of investigating and trying to rectify a process which is actually problem- free. 

If the control limits are set at two standard deviations, the chance of a type I error increases control	to about 5 per cent. 

If the limits are set at one standard deviation then the chance of a type I error increases to 32 per cent. 

When the control limits are placed at ±3 standard deviations away from control	the mean of the distribution which describes 'normal' variation in the process, they are called the upper control limit (UCL) and lower control limit (LCL).

See table 17.5 on page 521











The Tagutchi loss function
Geiuchi Taguchi proposed a resolution of both the criticisms of SPC described in the critical commentary box.

Suggested that the central issue was the first problem - namely that the consequences of being off target
were inadequatly described by simple control limits. 

He proposed a quality loss function (QLF) - a mathematical function which includes all the costs of poor quality. These include wastage, repair, inspection, service, warranty and generally what he termed 'loss to society costs’. This loss function is expressed as follows:

	L=D2C

L = loss to society costs 
D = deviation from target performance 
C = a constant

Figure 17.10 illustrates the difference between the conventional and Taguchi approaches to interpreting process variability. 
The more graduated approach of the QLF also answers the second problem raised in the critical commentary box. 

With losses increasing quadratically as performance deviates from target, there is a natural tendency to progressively reduce process variability. 

This is sometimes called a target-oriented quality philosophy



See figure 17.10 on page 522













Why variability is a bad thing
Although the prime purpose of SPC is to distinguish between common causes of variation and assignable causes of variation, it is increasingly seen as a mechanism for reducing both types of variation. .

Assignable variation is a signal that something has changed in the process which therefore must be investigated. But normal variation is itself a problem because it masks any changes in process behaviour. 

The process on the loft has such a wide natural variation that it is not immediately apparent that any change has taken place. Eventually it will become apparent because the likelihood of process performance violating the lower (in this case) control limit has increased, but this may take some time. 

By contrast, the process on the right has a far narrower band of natural variation. 

Because of this, the same change in average performance is more easily noticed. 

The narrower the natural variation of a process, the more obvious are changes in the behaviour of that process. 

Accepting any variation in any process is admitting to ignorance of how that process works.

See Figure 17.11 on page 523













Control charts for attributes
Attributes have only two states - 'right' or 'wrong', for example - so the statistic calculated is the proportion of wrongs (p) in a sample. 

Control charts using p are called 'p-charts'.

In calculating the limits, the population mean (p) - the actual, normal or expected proportion of 'defectives' or wrongs to rights - may not be known. 

In such cases the population mean can be estimated from the average of the proportion of 'defectives' (p), from m samples each of n items, where m should be at least 30 and n should be at least 100:

p1+p2+p3...pn
m
One standard deviation can then be estimated from:


The upper and lower control limits can then be set as:
UCL = p + 3 standard deviations
LCL = p-3 standard deviations


Control chart for variables
The most commonly used type of control chart employed to control variables is the X-R chart. 

This is really two charts in one. 

One chart is used to control the sample average or mean (X). 
The other is used to control the variation within the sample by measuring the range (R). 

The range is used because it is simpler to calculate than the standard deviation of the sample.

The means (X) chart can pick up changes in the average output from the process being charted. 

Changes in the means chart would suggest that the process is drifting generally away from its supposed process average, although the variability inherent in the process may not have changed

The range (R) chart plots the range of each sample, that is the difference between the largest and the smallest measurement in the samples. 

Monitoring sample range gives an indication of whether the variability of the process is changing, even when the process average remains constant.

see Figure 17.13 on page 525





















Control limits for variables control chart
As with attributes control charts, a statistical description of how the process operates under normal conditions can be used to calculate control limits. 

The first task in calculating the control limits is to estimate the grand average or population mean (X) and average range (/?) using m samples each of sample size n.

The population mean is estimated from the average of a large number (m) of sample means: (See page 526)




The average range is estimated from the ranges of the large number of samples:

R = R1 + R2 +…. Rm
	m

The control limits for the sample means chart are:

Upper control limit (UCL) = X + A2 R 
Lower control limit (LCL) = X	-A2R

The control limits for the range charts are:

Upper control limit (UCL) = D4R 
Lower control limit (LCL) = D3R


Interpreting control charts
Plots on a control chart which fall outside control limits are an obvious reason for believing that the process might be out of control and therefore for investigating the process. 

Process control, learning and knowledge
In recent years the role of process control, and SPC in particular, has changed.

It is seen not just as a convenient method of keeping processes in control but also as an activity which is fundamental to the acquisition of competitive advantage. This is a remarkable shift in the status of SPC.

 Traditionally it was seen as one of the most operational, immediate and 'hands-on' operations management techniques. Yet it is now being connected with an operation's strategic capabilities.13 

This is how the logic of the argument goes:

1. SPC is based on the idea that process variability indicates whether a process is in control or not.

2. Processes are brought into control and improved by progressively reducing process variability. Involves eliminating the assignable causes of variation.

3. Cannot eliminate assignable causes of variation without gaining a better understanding of how the process operates. This involves learning about the process, where its nature is revealed at an increasingly detailed level.

4. Learning means that process knowledge is enhanced, which means that operations managers are able to predict how the process will perform under different circumstances. Also means that the process has a greater capability to carry out its tasks at a higher level of performance.

5. Increased process capability is particularly difficult for competitors to copy. Cannot be bought 'off-the-shelf'. It comes only from time and effort being invested in controlling operations processes. Process capability leads to strategic advantage.

The Six Sigma approach
The power of process control, and in particular the importance of reducing variation in process performance, has provided the basis for what has become an important improvement concept. 

The Six Sigma quality approach was first popularised by Motorola.

Six Sigma quality concept was so named because it required the natural variation of processes (± 3 standard deviations) should be half their specification range. 

The specification range of any part of a product or service should be ± 6 the standard deviation of the process. 

The Greek letter sigma (a) is often used to indicate the standard deviation of a process

The defects per million measure is used within the Six Sigma approach to emphasise the drive towards a virtually zero defect objective.

Measuring performance
The Six Sigma approach uses a number of related measures to assess the performance of operations
processes.

· A defect is a failure to meet customer required performance 

· A defect unit or item is any unit of output that contains a defect 

· A defect opportunity is the number of different ways a unit of output can fail to meet customer requirements 

· Proportion defective is the percentage or fraction of units that have one or more defects.

· Process yield is the percentage or fraction of total units produced by a process that are defect free 

· Defects per unit (DPU) is the average number of defects on a unit of output 

· Defects per opportunity is the proportion or percentage of defects divided by the total number of defect opportunities 

· Defects per million opportunities (DPMO) is exactly what it says, the number of defects which the process will produce if there were 1 million opportunities to do so.

· The Sigma measurement is derived from the DPMO and is the number of standard deviations of the process variability that will fit within the customer specification limits.

Acceptance sampling	
Process control is usually the preferred method of controlling quality because quality is being 'built in' to the process rather than being inspected afterwards. 

Sometimes it may be necessary to inspect batches of products or services either before or after a process. 

The purpose of acceptance sampling is to decide whether, on the basis of a sample, to accept or reject the whole batch. 

Examples include incoming component parts from a supplier, a batch of finished products or a large number of examination scripts from an internal examiner. Acceptance sampling is usually carried out on attributes rather than variables. It uses the proportion of wrongs to rights or defectives to acceptable. 
In acceptance sampling, like process control, it is important to understand the risks inherent in using a sample to make a judgement about a far larger batch.

In acceptance sampling the type I risk is often referred to as the producer's risk because it is the risk that the operation rejects a batch that is actually of good quality. 

The type II risk is usually called the consumer's risk because it is the risk of accepting a batch that is actually poor and sending it to the consumer of the product or service

See Table 17.8 on page 532






[bookmark: bookmark8]Sampling plans
Acceptance sampling involves a sample being taken from a batch and a decision to accept or reject the batch being made by comparing the number of 'defects' found in the sample to a predetermined acceptable number. 

The sampling plan which describes this procedure is defined by two factors, n and c, where:

n = the sample size
c = the acceptance number of defects in the sample.

If x = number of defects actually found in the sample, a decision is made based on the following simple decision rule:

If x < or = to c then accept the whole batch.
If x > c then reject the whole batch.

Unlike control charts it is not necessary for organisations to create their own acceptance plans. 

A set of tables called the Dodge-Romig Sampling Inspection Tables provides values for n and c for a given set of risks. 

The ability of this plan to discriminate between good batches and bad ones is based upon the binomial distribution and is described by an operating characteristic (OC) curve. 

The OC curve for a sampling plan shows the probability of accepting a batch as the actual percentage of defects varies. 

An ideal OC curve is shown in Figure 17.17 – page 533












In this example the level of defects which is regarded as acceptable is 0.4 per cent and the sampling plan is perfect at discriminating between acceptable and unacceptable batches.
In practice, no procedure based on sampling, and therefore carrying risk, could ever deliver such an ideal curve. 

Only 100 per cent inspection using a perfect inspector could do so. 

Any use of sampling will have to accept the existence of type I and type II errors.


What is not known is the actual percentage of defective items in any one batch, and because the procedure relies on a sample, there will always be a probability of rejecting a good batch because the number of defects in the sample is two or more despite the batch in fact being acceptable 

There is also a probability that in spite of accepting a batch, the actual number of defects in the whole batch might be greater than 0.04 per cent (type II risk shown in the lower area of Figure 17.17). 

If the sizes of these risks are felt to be too great, the sample size can be increased, which will move the shape of the curve towards the ideal. However, this implies increased time and cost in inspecting the batch.

To create an appropriate sampling plan the levels of four factors need to be specified. 

These have been identified on the operating characteristic curve in Figure 17.17. 

These four factors are then fed into the Dodge-Romig tables to give the respective values for c and n. (Using these tables is beyond the scope of this book.) The four factors are type I error, type II error, acceptable quality level (AQL) and lot tolerance percentage defective (LTPD):

· Type I error. The usual value used for producer's risk (type I error) is often set with a probability of 0.05. Means that management is willing to take a 5 per cent chance that a batch of good quality will be rejected when it is actually acceptable. 

· Type II error. The value for the consumer's risk. Means that management is willing to risk at most a 10 per cent chance that a poor- quality batch will be accepted, implying that there is a 90 per cent chance that a poor-quality batch will actually be rejected.

· AQL. The acceptable quality level is the actual percentage of defects in a batch which the organisation is willing to reject mistakenly) 5 per cent of the time 

· LTPD. The lot tolerance percentage defective is the actual percentage of defects in a batch that management is willing to accept mistakenly 10 per cent of the time
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